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Abstract

In the field of pattern recognition and digital image processing template matching is a
powerful tool. It is aimed at searching a template in one or more different images. A
possible use case are historical maps, which are a great source of information which is
detectable in symbols and labels. Historical maps are often drawn by hand, due to this
symbols and letters are not similar to other ones that show the same. An approach
by Budig and Van Dijk is to combine active learning and template matching [BvD15].
All possible subimages of the map that could show the template are ranked by their
correlation value computed by the template matching algorithm. After that, a Human-
Computer Interaction application is used to efficiently determine a classification. We
built a rotation- and scaling-invariant template matching algorithm applying four filters
based on the approach by Kim and Araújo [KdA07] and tested it against the one that
has been used by Budig and Van Dijk until now. The algorithm and results of our
experiments are presented in this thesis.

Zusammenfassung

In den Bereichen Mustererkennung und digitale Bildverarbeitung ist template matching
ein wichtiges Hilfsmittel. Es ist darauf ausgelegt, nach einem Musterbild in einem oder
mehreren Bildern zu suchen. Ein möglicher Anwendungsfall dafür sind historische Land-
karten, welche eine große Menge an Informationen in Form von Symbolen und Beschrif-
tungen enthalten. Historische Landkarten sind oft handgezeichnet, weshalb gleiche Sym-
bole und Buchstaben nicht immer gleich aussehen. Hierfür haben Budig und Van Dijk
[BvD15] einen Algorithmus entwickelt, der template matching mit active learning kom-
biniert. Alle Ausschnitte der Karte, die das Beispielbild zeigen könnten, werden anhand
eines Ähnlichkeitswertes, der von dem template matching Algorithmus berechnet wird,
geordnet. Dann wird ein Mensch-Computer Interaktionsprogramm eingesetzt um effizient
eine Klassifizierung zu ermitteln. Hierzu habe ich einen rotations und skalierungs invari-
anten template matching Algorithmus, basierend auf dem Ansatz von Kim und Araújo
[KdA07], der vier Filter nutzt, entwickelt. Diesen und den bisher von Budig und Van Dijk
verwendeten Algorithmus habe ich getestet und beide miteinander verglichen. Der von
mir entwickelte Algorithmus und die Testergebnisse werden in dieser Arbeit vorgestellt.
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1. Introduction

Template matching is a subtopic of pattern recognition. In the case of template matching
the searched pattern is a smaller image which is to be found in a bigger one. For
example, the technique is used for remote sensing, medical imaging, automatic inspection
in industry and many more use cases [LC08].
In our case we are going to apply a template matching algorithm on historical maps.

The aim is to find symbols representing different categories like trees or houses on them.
On historical maps, there is a lot of information detectable in those symbols and the
textures. Finding symbols that represent trees or houses allows us to allocate forest
regions or villages and towns. Finding these symbols on machine-made maps is relatively
easy because they all have the same sizes. A problem occurs with historical maps as they
are drawn by hand most of the times. Therefore, symbols of the same category often
vary in their appearance and do not completely look alike. They differ in size, rotation
and are sometimes distorted. As a result, it is highly difficult for machines to decide
whether a part of the image shows the template or not.
For this purpose Budig and Van Dijk [BvD15] tried to use an easy template matching

algorithm that first binarizes the image and the template. Then it moves the template
pixel by pixel over the image and counts the number of pixels which have to be inverted in
order to get an exact match. The resulting number divided by the overall number of pixels
in the template gives a percentage match. Combined with a machine learning method
a threshold is calculated which tells us up to what percentage the result matches the
searched template. A problem was, that no clear limit exists between found occurrences
called true positives and results that do not show the template called false positives.
They assumed that they could improve their result by using an algorithm which provides
rotation and scaling invariance, which will be the main focus of this thesis.
The easiest way to implement a template matching algorithm is to use a brute force

approach. The brute force template matching algorithm compares the template pixel by
pixel to all positions where it could possibly be found in the image. With this solution,
we are only able to find the template in its size and orientation. It is possible to modify
the brute force algorithm to accomplish rotation and scaling invariance. We can achieve
that by simply rotating and scaling the template with all different angles and sizes that
are desired. The inherit problem with brute force algorithms is that their complexity
is very high. It took Kim and Araújo [KdA07] for example two and a half hours using
a 3GHz-Pentium4 to search a 52 × 51 pixels template in a 465 × 338 pixels image in
six different sizes and 36 different rotations. As historical maps often measure about
7000× 7000 pixels this algorithm would lead to prohibitively long running time.
Numerous scholar have already looked into these problems concerning the brute force

algorithm and worked out faster alternatives. Their focus is as well on reducing the
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running time as on improving the results for their special use case. A method used for
many approaches is the use of filters to split the image into parts that are more likely to
be part of the template and particularly which areas are most likely to be not. To realise
such a filter, it is crucial to have the ability to gather information about a pixel and its
region in a less time consuming way than the brute-force method.
Therefore, we decided to implement a rotation- and scaling-invariant template match-

ing algorithm and to test it on a variety of historical maps. For the test, we used four
historical maps that are part of the Franconica collection1. They were placed at our
disposal by the Würzburg University Library in order to work on this thesis. The maps
are:

• Circulus Franconicus from Pieter Mortier made as a copper engraving around 1706
in Amsterdam; Sig:36/A 1.17; shown in Figure 5.1a.
• Das Bisthum Wurzburg in Francken from Johann Heinrich Seyfried and Johann

Jakob Schollenberger made as a copper engraving in 1676 in Nürnberg; Sig:36/A
10.12; shown in Figure 5.1b.
• Franconia Vulgo Franckenlandt from Willem Janszoon Blaeu made as a copper

engraving in 1650; Sig:36/A 10.19; shown in Figure 5.1c.
• Nova Franconiae descriptio from Joannes Janßonius made as a copper engraving

in 1626; Sig:36/G.f.m. 9.12.139; shown in Figure 5.1d.

A short introduction with some basic knowledge to the functionality of filters and
possibilities for computing correlation values is given in chapter 2. More about the
different algorithms, especially about Kim and Araújo’s, will be shown in chapter 3. The
algorithm we finally used for our experiments is described in chapter 4. We tested the
algorithm with some selected sections of historical maps. The results of these experiments
are given in chapter 5.

1Würzburg University Library, http://www.franconica-online.de/
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2. Preliminaries

There have already been a number of scholars working on different rotation- and scaling-
invariant template matching algorithms. Their ideas for reducing the complexity and
running time of the brute force algorithm have in common that they are all attempting
to use filters. They are supposed to separate areas of the image out of where the template
is most likely not to be findable. By using these filters, they were able to reduce the
running time of their algorithms considerably because it is not necessary to look at all
possible positions with all angles and scaling factors. Instead, just a few pixels of a region
are checked and with this information a probability for the occurrence of the template is
ascertainable.
Some useful filters, including the ones we used, are explained in the following (sec-

tion 2.1). After calculating the values of the template to match with the ones from the
image a method is needed to compute a correlation value. Afterwards different ways of
achieving that are presented (section 2.2).

2.1. Filters

There are three different kinds of filters that are frequently used. Rotation invariance is
achievable with a filter that uses the average grey values of circles around a target pixel
which is known as ring projection transform [LC08, CHH13]. Another type of useful
filters works with radial lines or sectors to calculate the angle of rotation.
A third type of filters are such who work with all pixels of the template and the image.

We are going to call these filters template-matching-filters. The possibilities which are
available to realise them are shown in the following.

Circle Filters One possibility to create a filter is to divide the neighbourhood-pixels of
a target pixel into groups with the same distance to it. This can be accomplished by
any circle-drawing algorithm [KdA07]. It must be observed how the algorithm proceeds
to prevent one pixel from being part of two groups as it would be counted twice in this
case. In some cases, it could also be necessary that every pixel is a member of exactly
one group. Especially if the template is small this can be very important because there
are not a lot of pixels that can be used for this filter [CK02].
A way to create circles without losing pixels which are in between two circles is to

calculate their Euclidean distance to the centre pixel. The pixels are now grouped by
their rounded distance. With this method, each pixel can be assigned to exactly one
group [CK02].
The same grouping-algorithm should be used on the template and on the image around

the pixel in its centre and respectively around the target pixel. Then each group of the
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image can be matched with the corresponding one of the template. There are again two
possibilities to do this. The first approach would be to calculate a vector of grey scales
out of each group by simply sorting them. The alternative would be to do the same with
the average grey value of each group. When using the first method, there are as many
vectors as the number of used circles. In the second one, however, is only one vector for
each target pixel to check.

Line Filters This type of filters can be used to compute a possible rotation angle. The
proceeding is quite similar to the circle filters with the only difference that lines are used
instead of circles. The pixels are grouped if they lay on a line running radial to the target
pixel at a certain angle. This time it is not useful to prevent a pixel from being part
in two groups as it would not be possible to draw more than eight lines because there
are just eight direct neighbouring pixels to each pixel. Instead of grouping the pixels by
lines, they can also be grouped by sectors between two angles each. Using the sectors to
group the pixels has the advantage that every pixel of the template is used [UK04].
Once the pixels are grouped the procedure of the algorithm is the same as it is in the

case of circle filters. The grey-vectors must be created and a method to match them
must be chosen. The output of these algorithms is a correlation value for each checked
angle, for example a threshold can be used to decide whether a pixel should be sorted
out [KdA07].

Template Matching Filters Template matching filters are simple. They iterate over all
pixels of a given template and match them with all pixels of an area on the image. If a
template matching method is used which supports different scaling factors and rotation
angles, it is necessary either to rotate and rescale the template or doing this with the
area of the image before matching them [TSOO00].
Using a template matching filter without other prefilters is the simplest way of realising

a rotation- and scaling-invariant template matching algorithm. We are going to call this
the brute force template matching because all possibilities are tested regardless of what
running time this causes [JD02].

2.2. Matching Methods

For all these filters, it is needed to compare vectors of grey values. (It is also possible to
use coloured images but this would go beyond the scope of this thesis.) A possible way
to match them is to use a correlation function. Such a function computes the similarity
of the given vectors (corr).
One of the simplest ways is to round the grey values to black and white and count

the values that are different. This sum divided by the number of values gives the result.
Depicted as formula it is:

corr = 1−

N−1∑
n=0

∣∣x[n] + y[n]
∣∣

N
(2.1)
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where N is the length of the vectors x (of the template) and y (of the subimage), black
is represented by the value 1 and white by 0.
A reliable method for circle and line filters is the normalised correlation [LC08, TSOO00].

It can be computed using the following formula:

corr =

N−1∑
n=0

x[n] + y[n]√
N−1∑
n=0

x[n]2
N−1∑
n=0

y[n]2

(2.2)

Especially for line filters it is advantageous to use the normalised cross correlation
because its rotation invariance [CK02, CHH13]. It works like the normalised correlation
with the difference that one of the vectors is shifted stepwise. In the first step the last
value of the template vector x[N − 1] is correlated with the last value of the subimage
vector y[0] using the normalised correlation. In the second step an additional value of
both vectors is added so the two values x[N − 1] and x[N − 2] as vector with a length
of two are correlated with y[0] and y[1]. For each step the one additional value is used
for the correlation till both vectors are correlated completely. Then the first values are
removed so x without x[N − 1] is correlated with y without y[0]. So in complete 2N − 1
correlation values are computed. Finally the maximum of all of the correlation values is
returned.
Another method, particularly for template matching filters, is to calculate the required

brightness or contrast correction [KdA07]. It is explained in section 3.2. Other possibil-
ities for difference measuring functions are the sum of absolute differences and the sum
of squared differences [UK04]. They are working as follows:

corr =
N−1∑
n=0

∣∣x[n]− y[n]
∣∣ (2.3)

corr =
N−1∑
n=0

(
x[n]− y[n]

)2 (2.4)

Their function is basically the same. The differences for each value of x and y are summed
up. The main difference between both methods is that greater deviations of single values
is given a higher weight if the squared differences method (Equation 2.4) is used. To
both methods applies that a lower correlation value describes a better match. In this
point the methods mentioned before where a higher correlation value describes a better
match differ from the last two methods.
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3. Related Work

As previously mentioned in chapter 2 we have found several papers on the subject of
rotation- and scaling-invariant template matching. They all contain the idea to reduce the
running time with filters. Single ones reduce additionally the complexity by not iterating
over rotation angles. Often, they are trying to reduce the running time especially of
the normalised cross correlation which they use as matching method. At first, we want
introduce several papers on template matching (section 3.1). Then we are providing a
deeper insight into the work of Kim and Araújo (section 3.2).

3.1. Overview

Tanaka et al. [TSOO00] propose a fast template matching method using parametric tem-
plates to reach subpixel accuracy. They rotate and rescale the template They construct
vertex template images from the given template image by rotating and scaling it and
build a matrix with them which is called multi-template. Then finding the solution is
a maximization problem with a constraint that is solved using the Lagrange multiplier
method which is a reliable method for this kind of problems with very short computing
time. Choi and Kim [CK02] introduced a two stage template matching algorithm using
Zernike moments. It is a method for mapping an image onto a set of orthogonal poly-
nomials that is mostly used in the topic physical optics. Zernike moments is similar to
the Fourier transform with the difference that Zernike moments works with the unit disk
instead of signals. Choi and Kim build signals using the grey values computed by a circle
filter (section 2.1), then transform it into Zernike moments and compare them using the
Fourier transform.
Jurie and Dhome [JD02] present a template matching algorithm aimed at tracking

objects in video sequences. They paid special attention to occlusions handling and il-
lumination variations so that it was possible to locate the template even if a smaller
object is in front of it. Ullah and Kaneko [UK04] propose a rotation-invariant template
matching algorithm. It is based on orientation codes which is similar to line filters (sec-
tion 2.1). Their algorithm computes the location and orientation of the template and
provides additionally brightness invariance.
Lin and Chen [LC08] came up with a two stage template matching algorithm which

provides rotation and scale invariance. The algorithm starts with a training phase and
does the template matching in the second phase. It is mainly based on the ring projection
in combination with the parametric template method which was also used by Tanaka et
al. [TSOO00]. Chen et al. [CHH13] propose an algorithm based on the one by Lin
and Chen where they use the statistical model created by principal component analysis
method for creating the multi-template. They criticise Lin and Chen’s approach because
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the rotation angle cannot be estimated. The algorithm from Chen et al. seems rather
interesting but, implementing it was beyond the scope of this thesis.

3.2. An Approach by Kim and Araújo

The approach by Kim and Araújo [KdA07] is chosen as a basis for this thesis . They used
three different filters in succession, which will be discussed in more detail below. The
filters are a ring filter called circular sampling filter, a line filter called radial sampling
filter and in the last step a template matching filter. The algorithm works with candidates
that have to pass the filters in their order. Each candidate consists of the x- and y-
coordinate of its centre pixel, a scaling factor and a rotation angle. The candidates are
sorted by the filters using a threshold. Each filter has its own variable threshold that has
to be set individually.

Circular Sampling Filter The Circular Sampling Filter works with a fixed number of
circles that have a line width of one pixel. According to Kim and Araújo, the number
of circles does not influence the matching quality. Using 15 circles, the smallest number
of candidates passed the filter, which is positive for the running time. Because of the
rotation invariance of this filter, it is not necessary to iterate over all candidates. Thus,
all candidates that only differ in their rotation angle are grouped and each group is
tested only once. For each circle, the average grey value is calculated by adding up all
grey values and dividing them by their number. Then a vector is built of these values.
Each vector of a candidate group is compared with the one of the template using the
normalised correlation. A first threshold (t1) decides based on the result of the normalised
correlation whether a pixel passes the filter or not. For all candidates with same x- and
y-coordinates, only one candidate passes the filter. This correlation method is related to
the normalised cross correlation.

Radial Sampling Filter The Radial Sampling Filter uses a fixed number of radial line
segments originating from a target pixel. Their length is scaled by the calculated scaling
factor of the first filter so that their endpoints lay on the widest circle that can be drawn
within the target area. Then a vector is built containing the average grey values of the
lines and compared to the one of the template using a modified form of the normalised
cross correlation. A second threshold (t2) filters candidates with too little correlation
out.
This time all candidates for each group are to be checked. The number of radial

lines has more impact on the result than the number of circles. Too small numbers can
produce false negatives, lager ones cause a longer running time. According to the results
of Kim and Araújo, the best results are reached by using a number of 20 lines but for
their tests they used 36 lines. The number of 36 lines was used for realising their form of
the normalised cross correlation where the grey values are shifted circularly. They tested
their algorithm with rotation angles in 10 deg-steps so they needed 36 lines.

10



Template Matching Filter The Template Matching Filter calculates the brightness and
contrast difference between candidate and template. Therefore the template is converted
into an array of grey scales (x ) by iterating over all pixel within it and writing their
grey values into an array. Additionally the mean-corrected vector is needed which can
be calculated using

x̃ = x − x̄ (3.1)

where x̃ is the mean-corrected vector of x and x̄ is the mean of x . The same applies to
the subimage (y) defined by the candidate that shall be matched.
Using this information the brightness γ and contrast β differences can be calculated

by the following equations.

β =
x̃ ỹ
x̃ 2 (3.2)

γ = ȳ − βx̄ (3.3)

These equations derive from the formula for the assimilation of contrast and brightness
of template and subimage:

y = βx + γ1 + ε (3.4)

where 1 is a vector where every value is 1, ε is the vector of residual errors, β and γ
are the contrast and brightness correction factors. To satisfy the equation with ε = 0
Equation 3.2 and Equation 3.3 were set up by Kim and Araújo.
The correlation coefficient rxy can then be computed using the equation:

rxy =
x̃ ỹ
‖x̃‖‖ỹ‖

(3.5)

This filter has three thresholds to sort candidates out. Threshold t3 is similar to t1
and t2. It sorts candidates out if their correlation value (rxy) is lower than t3. The other
two are tβ and tγ . The threshold tβ sorts candidates out if their values for |β| are higher
than t−1

β or lower than tβ . Moreover candidates are sorted out by tγ if their values for γ
are higher than tγ .

Thresholds All in all there are the five thresholds t1, t2, t3, tβ and tγ that have to be
set. Kim and Araújo tested the thresholds in different combinations with the following
result. The threshold t3 is the most sensitive for the output quality and recommended by
Kim and Araújo is a value of 0.95 for this threshold. If it is lower, lots of false positives
pass the third filter. If it is higher the true positives are sorted out. The thresholds t1
and t2 affect more the running time than the result. The recommended value for them
is also 0.95. Using a smaller value causes a longer running time and using larger ones
causes false negatives. To the two remaining thresholds applies that too high values for
tβ and too low ones for tγ yield false negatives. The ranges for good results calculated
by Kim and Araújo reach from 0.1 to 0.25 for tβ and from 0.5 to 1.0 for tγ .
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4. Algorithm

For our purpose, we needed a template matching algorithm that provides rotation and
scale invariance. It was also required to ascertain the coordinates of the template in the
image, the scaling factor and the angle of rotation. Thus, we decided to stick to the pa-
per "Grayscale Template-Matching Invariant to Rotation, Scale, Translation, Brightness
and Contrast" from Hae Yong Kim and Sidnei Alves de Araújo [KdA07] because their
algorithm has the required information as output.
At the beginning, we used their subdivision of the algorithm in three main parts called

filters. After the first tests, we decided to add a fourth filter. Each filter separates out
all candidates which are most likely to not be the template. A candidate consists of the
coordinates of its centre point in the image (x, y), a scaling factor (s) and an angle of
rotation (r).
We implemented the algorithm in Java using the IDE Eclipse and ran it there. The

complete algorithm is stepwise implemented as one method per filter in a single class. In
the following, we will at first describe which preprocessing steps we implemented (sec-
tion 4.1). Then how we build the four filters and how they work in our implementation.
The filters are used in this order:

1. Circle filter, called Ring Projection Filter (section 4.2)
2. Line filter, called Radial Line Filter (section 4.3)
3. Template matching filter, called Template Matching Filter (section 4.4)
4. Clustering filter, called Clustering Filter (section 4.5)

Each of the first three filters is implemented twice. Once with a threshold to decide
which candidates pass the filter. In the second implementation a variable number (n) of
candidates pass the filter. This implementation has always a longer running time because
all candidates have to be ordered by their correlation value. Afterwards the n candidates
with highest correlation value are returned. At last a short introduction in the classes
we build for testing the algorithm is given (section 4.6).

4.1. Preprocessing

In the preprocessing template and image are imported as BufferedImages and, as sug-
gested by Kim and Araújo, a Gaussian filter can be applied to both of them. Also,
some steps to reduce the running time are made. Template and image are converted into
float arrays with the grey value between 0 (black) and 1 (white) because the methods
provided by BufferdImage take a lot longer than the access to an array. Pixels that
belong to a circle are mapped with indirect coordinates by their distance to any target
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pixel. This is done for all s that are going to be tested. The same thing is done with the
pixels belonging to a line.
After these steps, the filters use the information. Coordinates of pixels that belong to

a circle or line are read out of the HashMaps. The grey values are read out of the arrays.

4.2. Ring Projection Filter

The Ring Projection Filter calculates the average grey value of each circle by adding
up the grey values of the pixels and dividing them by their number. It is based on
the Circular Sampling Filter by Kim and Araújo (section 3.2). These grey values are
calculated once for the template and once for each candidate and temporarily saved as
two vectors, the template vector and the target vector. At this point, a candidate has
no rotation angle because all candidates with same values except the rotation angle own
target vectors with the same average grey values. Template vector and target vector
are given to an abstract method that returns the correlation value. Candidates with a
correlation lower than a threshold (t1) are sorted out.
For computing the pixels that belong to a circle we decided to use the method which

is suggested by Choi and Kim [CK02]. We calculate the Euclidean distance of a pixel
using its x- and y-coordinates to the pixel with coordinates (0, 0). The result is rounded
to the next integer and all pixels are grouped by the rounded distance. The smallest
circle has distance one, the biggest circle has the widest distance as integer that it still
can be drawn on the template. Between these two, 13 additional circles are distributed
equally (as in Figure 4.2b). So in total, there are 15 circles. If the range of the biggest
circle is less than 15, the largest number of circles with different distance as an integer
that can be drawn is used. For example, if the template has a size of 13x13 pixels not
more than 6 circles can be drawn. Consequently 6 circles are used by the filter.
Dealing with different scaling factors we decided to split them into factors smaller and

bigger than 1. In the case of bigger scaling factors for the template the already calculated
radii are used and for the target area other radii are computed. The calculated distances
for the circles on the template are multiplied by s. These values for the radii are not
rounded. A pixel is then assigned to a circle if its distance is equal the radius within a
margin of 0.5.
In the case of smaller factors it must be at first decided how many circles can be drawn.

To calculate this it is tested how often s goes into the biggest possible radius. If the result
value is smaller than the wanted number of circles the new value is used. After that,
the target vector is built by using equally distributed integer circles. The radii for the
template are the ones used for the target vector multiplied by the inverted scaling factor
s−1.
An Example for the circles is given below in Figure 4.1 and Figure 4.2. For s the values

0.8, 1 and 1.2 are used. Figure 4.1 shows the rings painted on one of the templates that we
used for our experiments 5.2h. Figure 4.2 shows the rings that are used to build the target
vector. Each circle is painted in a different colour from red to blue. The smallest circle is
painted red, the widest one blue. All grey pixels are not used for this filter. Figure 4.1a
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(a) s < 1 (b) s = 1 (c) s > 1

Fig. 4.1.: Circles used by the Ring Projection Filter (4.2) to build the template vector

(a) s < 1 (b) s = 1 (c) s > 1

Fig. 4.2.: Circles used by the Ring Projection Filter (4.2) to build the target vector

and Figure 4.2a show the circles used by s = 0.8 to build the vectors, Figure 4.1b and
Figure 4.2b the ones for s = 1 and Figure 4.1c the template and Figure 4.2c the target
for s = 1.2.
The computation which pixel belongs to a circle is done in the preprocessing. The Ring

Projection Filter uses a HashMap to get the indirect coordinates of the pixel belonging to
a circle and calculates the absolute value by simply adding these to the coordinates of
the target pixel (x, y).

4.3. Radial Line Filter

The Radial Line Filter calculates the average grey value of each line segment by adding
up the grey values of the pixels and dividing them by their number. It is based on the
Radial Sampling Filter by Kim and Araújo (section 3.2). A line segment goes out from
the pixel in the middle of the template. It is necessary that all line segments have the
same Euclidean length to ensure that each represents an equal area. The computation
which pixel belongs to a line is done in the preprocessing. For this purpose, Bresenham’s
algorithm [Bre65] is used as recommended by Kim and Araújo. The calculated vectors
of template and candidate are given to an abstract method that returns the correlation
value. Candidates with a correlation lower than a threshold (t2) are sorted out.
This time dealing with different scaling factors is much easier. The template vector is
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Fig. 4.3.: Lines used by the Radial Line Filter

not varying. It is build of line segments that go to the widest circle that can be drawn
on the template. For the target vector the length of the line segments is multiplied by s
to achieve the scaling invariance. It is also necessary to focus on the rotation angle this
time. Therefore, for each candidate that passed the Ring Projection Filter each rotation
angle has to be tested. We used a fixed number of 30 line segments with an angular
distance of 12 degrees. The first line segment is drawn at a defined angle and the other
ones clockwise thereafter. This can be seen in Figure 4.3. The template vector is built
once with a scaling factor of 1 and a rotation angle of 0 degrees. For each candidate
each r is used to built a target vector and each vector is tested individually against the
template vector.

4.4. Template Matching Filter

The Template Matching Filter matches all pixels of the template with each candidate.
For this purpose, the template is rescaled and rotated by every s and r that can be found
by at least one of the candidates. The used matching method is the one proposed by
Kim and Araújo (explained in section 3.2). Required contrast (β) and brightness (γ)
corrections are calculated using Equation 3.2 and Equation 3.3. The correlation value
(rxy) is computed with Equation 3.5.
For each of the three values β, γ and rxy exists a separate threshold (tb, tg and t3) to

sort candidates out. Therefore, a pixel is sorted out if one of the following inequalities is
satisfied:

• rxy < t3
• |γ| > tg
• |β| ≤ tb
• |β| ≥ t−1

b

4.5. Clustering Filter

During the first runs, we discovered that a single occurrence of the template is often
found repeatedly as shown in Figure 4.4a. Green pixels passed the Ring Projection Filter,
blue ones the Radial Line Filter. Each yellow pixel represents one or more candidates
that passed the Template Matching Filter. It is obvious that they all identify the same
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(a) result of the Template Matching Filter (b) result of the Clustering Filter

Fig. 4.4.: section of a result with a found occurrence of a template

occurrence of the template. To deal with this we decided to add a fourth filter that
clusters the results of the Template Matching Filter. This filter works in two steps.
The first step is to cluster the candidates that have passed the third filter. This is

done by using the implementation of the DBSCAN algorithm provided by Apache [Apa].
The DBSCAN algorithm creates a cluster if there is an unclustered candidate with at
least a minimal number of other candidates (minPts) nearby it. A candidate is nearby
another if its distance is within a defined radius (eps). We chose the value 0 for minPts
because each candidate identifies an occurrence of the template regardless of how many
candidates are nearby. For eps, we used the minimum of the height and the width of
the template and halved it. We chose this value to prevent that occurrences overlap too
much.
In the second step, the candidates are sorted by their correlation value rxy for each

cluster. The candidate with the highest value of rxy is the one that matches the template
best. It is chosen by the Clustering Filter. Hence, the list of candidates returned by the
Clustering Filter consists of one candidate per cluster.
Applied to our example, it leads to the result shown in Figure 4.4b. All candidates

shown by the yellow pixels are clustered to one cluster. Red pixels represent the candi-
dates chosen by the Clustering Filter.

4.6. Additional Classes

In order to be able to test, we needed at least two additional classes. The class that
provides the filters and is doing the preprocessing is named AbstractModel. It has
abstract methods for computing the correlation values so that different methods can be
tested easily. However, another class was needed to implement the abstract methods for
computing the correlation values and a second one that holds an object of the first class
and that provides the main method to run the program.
We implemented a variety of classes providing different correlation methods. The one

we finally chose for our tests (Model) uses the same methods as Kim and Araújo, the
normalised correlation for the prefilters and the method computing the brightness and
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contrast correction for the Template Matching Filter.
At last, we implemented a class that uses the methods of Model and computed our

results, the TestClass. It provides a main method where the Model is build, the filters
are used and the results are saved. For the tests, we gave it three additional methods for
saving and loading results and another one to draw lines around the final founds of the
template so that the results can be visible.
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5. Experiments

For the experiments, we used four sections of historical maps (shown in Figure 5.1). We
decided to use only sections and no complete maps because of the long running time of
the algorithm. The first two maps (5.1a and 5.1b) were chosen because of the different
background colors to see whether the algorithm can handle this. The third map (5.1c)
was chosen because it was one of the few maps where templates occur rotated in different
angles over a range of 180 degrees. By choosing the fourth map (5.1d) we wanted to see
how the algorithm can handle bigger templates.
Adjusted to the maps we decided to use eight different templates (shown in Figure 5.2).

The first one (5.2a) is very easy for humans to find and it occurs in every different
background even in the relatively dark coloured regions representing frontiers. The second
one (5.2b) was chosen because it is rather small. We assumed that lots of false positives
would be found. On the second map, just one template (5.2c) was chosen because the
map is similar to the first one. This template is very hard to find for a computer because
it is drawn in various different ways. The next three ones (5.2d,5.2e,5.2f) are characters
that occur rotated. Searching for the character "n" also occurrences of the characters
"m" and "h" should be found as well as "u" if it is searched fully rotated. The character
"e" should not have akin characters and searching for "a" we assumed to find also "b",
"d", "p" and "g". The second to last template (5.2g) was chosen because of its big size
and the last one (5.2h) because of its rare occurrence.
In the following, some images are given showing results of our experiments. There are

tow types of them which have to be interpreted as follows. The first type are images
where the final results are illustrated as rectangles with red lining. The upper right edge
is always marked to show in which rotation angle the template was found. Additionally,
the scaling factor can be seen in the size of the rectangles. The other type of images show
the candidates that passed each filter. All green pixels are candidates that passed the
Ring Projection Filter. Blue ones passed the Radial Line Filter, yellow ones the Template
Matching Filter and the red points mark the candidates that passed the Clustering Filter.
A blue pixel, for Example, marks a candidate that passed the first two filters but was
sorted out by the Template Matching Filter.
We needed to evaluate the results of all experiments. For this purpose, we constructed

a ground truth for all test-cases. The ground truth was made by hand so we assumed
that it is not accurate to a pixel. It is also not necessary for the results to be accurate
to a pixel. We set up the following equation to compute the wanted accuracy depending
on the size of the template:

d = min(6,max(3, (min(h,w)/8))) (5.1)

where d is the maximum distance that is accepted between a candidate and an element
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of the ground truth so that the element counts as found (tp). Or in other words, d is the
maximum difference that is accepted for finding an occurrence of the template on the
map. The parameters h and w represent the height and width of the template, min(a, b)
represents a function that returns the smaller one of two values a and b and max(a, b)
represents a function returning the greater one of two values. The parameter d can take
values between 3, which we assumed as possible error in our ground truth, and 6, allowing
additionally tolerance for bigger templates.
We ran all tests in the IDE Eclipse using a computer with the following specifications:

Intel R© CoreTM i7-4710HQ CPU at 2.5GHz with 16 GB of RAM and running Window
10 Home Version 1703.
At first, we tested the algorithm with the threshold values recommended by Kim and

Araújo [KdA07]. Using the thresholds of 0.95 for the first two filters we had to terminate
the process because the size of the list of candidates became too big, over 4GB to be
precise, and the process hung up. Hence we had to find out which the best values for
the thresholds of the first two filters would be. The results of the first experiment are
presented in section 5.1.
In the second experiment, we wanted to find out about suitable values for the other

thresholds. This time the values given in the paper fitted much better. Results of this
experiment are presented in section 5.2.
The third experiment was with eight different templates on four different sections of

maps. In this experiment the full algorithm was tested with just one combination of
thresholds based on the best ones of the other experiments. It was also about what
happens if extreme values are chosen for scaling and rotation up to ranges where the
template does not appear on the map. We wanted to find out if it extends the running
time and if false positives are found because of the many more possibilities. Additionally
we made the experiment a second time using a Gaussian filter in the preprocessing to
see what it causes. The results are presented in section 5.3.
In the last experiment, we computed results using a method similar to the one used

by Budig and Van Dijk [BvD15]. The results and differences between the algorithms are
presented in section 5.4.

5.1. Prefilters

In order to find good values for the first two filters we tested them on our first test image
Figure 5.1a with the template Figure 5.2a. We primarily wanted to make this experiment
with all eight templates but it took one week for the test to be finished using the first
template. Therefore, we decided to use these results for computing the best parameters
for the thresholds and use the other templates for the final tests with the full algorithm.
We used different scaling factors, rotation angles and thresholds for this first test. The

aim of the prefilters is to sort candidates out that cannot match the template without
failing. The more candidates are sorted out by the filters, the less time take the following
steps. According to this, results are good if many candidates are sorted out but all true
positives pass the prefiltering. We want to shorten the list of candidates but not lose the
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(a) map1
(b) map2

(c) map3 (d) map4

Fig. 5.1.: Map sections used for the experiments

(a) template1_1 (b) template1_2 (c) template2_1 (d) template3_1

(e) template3_2 (f) template3_3 (g) template4_1 (h) template4_2

Fig. 5.2.: The templates cut out of the maps
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possibility to find all matches. With this in mind, we computed for each combination
the false negatives to see if the thresholds are too high. We also timed the running time
for each filter.
The results of this test can be seen in Figure 5.3. The first three columns show the

used scaling factors. In the first column is the smallest s and in the second the greatest
s that has been used for the test. Additionally, all scaling factors between these two
in steps of the value of the third column were used. The same applies to the rotation
angles (r) placed in the next three columns. Column seven and eight show the used
thresholds for the first two filters, t1 for the Ring Projection Filter (RP ) and t2 for the
Radial Line Filter (RL). In the last three columns, the results can be seen, these are
the running time in seconds of the two filters and the false negatives (fn) caused by the
chosen parameters.
The results were as we expected. The more different scaling factors were tested, the

longer took RP . This can be seen comparing the first block of the tabular with the
second two and the last four blocks. In the first block, just one scaling factor was used,
in the second blocks five and in the last blocks nine. Looking at the running time of RP
it can be seen that it is just depending on s. For each block it is always in the same
range.
The smaller t1 was chosen, the more candidates passed RP which leads to a longer

running time of RL. This can be seen very clearly comparing the running time of RL in
the last four blocks, in each block threshold t1 has the same value and the running time
of RL is with small differences in the same range. Additionally, more rotation steps lead
to a longer running time of RL because each r has to be tested on each candidate. This
can be seen comparing the second with the third block. The only difference between
them is in the rotation angles but the running time in the third block is significantly
longer than in the second block.
To decide which parameters to choose for the next experiments we had to take a look

on the last column that shows the false negatives. Without different s and r (first block
of the table) values higher than 0.99 for t1 and 0.985 for t2 should not be chosen. The
second block shows results using parameters where we assume to find the first template
(5.2a) in the first map (5.1a) because it is not rotated or scaled differently on purpose by
the cartographer. According to this a combination of 0.99 and 0.985 for t1 and t2 causes
still no false positives. As it can be seen in the last block the algorithm works till values
of t1 = 0.995 combined with t2 = 0.99. We assume that this is caused by the wide range
for s and r. The ground truth just works with the coordinates of the template and does
not test in which angle and scaling the template is found. Most likely some candidates
pass the filters in angles and scalings where the template never occurs but by chance
near by a candidate of the ground truth.
We decided to choose the values not too tight but still as high as possible. According

to the results values of 0.995 for t1 and 0.99 for t2 were too high in the range we expect
to find the template. Hence we chose values below them for the next experiments.

21



s r (deg) t1 t2 RP time RL time fn

min max steps min max steps (sec) (sec)

1 1 1 0 0 1 0.98 0.98 8 33 0
1 1 1 0 0 1 0.98 0.985 9 37 0
1 1 1 0 0 1 0.985 0.98 8 31 0
1 1 1 0 0 1 0.985 0.985 9 31 0
1 1 1 0 0 1 0.99 0.98 8 21 0
1 1 1 0 0 1 0.99 0.985 11 21 2

0.8 1.2 0.1 -6 6 3 0.985 0.985 84 722 0
0.8 1.2 0.1 -6 6 3 0.985 0.99 81 747 4
0.8 1.2 0.1 -6 6 3 0.99 0.985 74 461 0
0.8 1.2 0.1 -6 6 3 0.99 0.99 74 463 4
0.8 1.2 0.1 -6 6 3 0.995 0.98 74 192 1

0.8 1.2 0.1 -180 180 10 0.985 0.985 77 5231 0
0.8 1.2 0.1 -180 180 10 0.985 0.99 73 5056 1
0.8 1.2 0.1 -180 180 10 0.99 0.985 83 4162 0
0.8 1.2 0.1 -180 180 10 0.99 0.99 85 3893 2
0.8 1.2 0.1 -180 180 10 0.995 0.98 76 1484 0

0.4 2.8 0.3 -180 180 10 0.98 0.98 226 18773 0
0.4 2.8 0.3 -180 180 10 0.98 0.985 231 17547 0
0.4 2.8 0.3 -180 180 10 0.98 0.99 218 17372 0
0.4 2.8 0.3 -180 180 10 0.98 0.995 220 19228 8

0.4 2.8 0.3 -180 180 10 0.985 0.98 247 13244 0
0.4 2.8 0.3 -180 180 10 0.985 0.985 220 14430 0
0.4 2.8 0.3 -180 180 10 0.985 0.99 231 11586 0
0.4 2.8 0.3 -180 180 10 0.985 0.995 218 11251 10

0.4 2.8 0.3 -180 180 10 0.99 0.98 216 5919 0
0.4 2.8 0.3 -180 180 10 0.99 0.985 215 6773 0
0.4 2.8 0.3 -180 180 10 0.99 0.99 218 5979 0
0.4 2.8 0.3 -180 180 10 0.99 0.995 220 6224 18

0.4 2.8 0.3 -180 180 10 0.995 0.98 245 2497 0
0.4 2.8 0.3 -180 180 10 0.995 0.985 243 1942 0
0.4 2.8 0.3 -180 180 10 0.995 0.99 216 1927 0
0.4 2.8 0.3 -180 180 10 0.995 0.995 214 2607 24

Fig. 5.3.: results of the first experiment with template 5.2a on map 5.1a (section 5.1)
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5.2. Last filters

To find values for the thresholds of the Template Matching Filter we used the results of
the first experiment. We loaded the results for the value combinations 0.985 for t1 and
t2 as well as 0.99 for t1 in combination with 0.98 and 0.985 for t2. This time we tested
different values for t3, tb and tg. Recommended by Kim and Araújo were the values
t3 = 0.9, tb = 0.1 and tg = 1.
Due to the advantage of being able to load the results of the first filters without having

to compute them again, we saved a lot of running time and were able to do this experiment
with more different values. We did this experiment three times to see which combination
of t3, tb and tg gave the best results. In order to decide which results are suitable, we
computed precision and recall of the algorithm and with this the true positives (tp), false
positives (fp) and false negatives (fn).
We did this experiment at first only with two combinations of s and r. These were

without rotating and rescaling with s = 1 and r = 1 and the combination where we
assumed to find the template best with s between 0.8 and 1.2 in 0.1-steps and r between
−6 deg and 6 deg in 3 deg-steps. We got nearly the same results for both combinations
with the difference that the results were always slightly better for the combination with
different s and r. For the thresholds t1 and t2 we achieved in most cases the best results
with both set on the value 0.985.
Due to the large quantity of results only a breakdown of them is shown in Figure 5.4.

All results shown in this table are with t1 = 0.985, t2 = 0.985, s between 0.8 and 1.2
in 0.1-steps and r between −6 deg and 6 deg in 3 deg-steps. The first columns show the
three thresholds t3, tb and tg for the Template Matching Filter (TM). In the next two
columns, the running time of TM and the Clustering Filter CL are shown. In the last
five columns the results can be seen. It begins with the number of false negatives (fn),
followed by the number of false positives (fp) and true positives (tp). The last two
columns show precision and recall of the algorithm.
The table can be divided in three blocks where in each block it is iterated over one of

the thresholds while the other ones are fixed. In the first block, one can see the effect
when the threshold for the brightness (tg) is varied. Using a very low value leads to less
fp but more fn in exchange or in other words we can get a higher precision in cost of
less recall. A small difference is between the value 0.3 and 0.2 where an additional fp is
added to the result. For higher values, nearly nothing changes. Due to this, we decided
to use the value of 0.2 for the threshold tg.
The second block of the table shows a variation of the threshold for the contrast (tb).

It can be seen clearly that higher values for this threshold cause less fp in exchange for
more fn. Lower values cause less fn but also more fp the other way around. Therefore,
lower values lead to a better recall whereas the precision hardly changes. We decided
to use 0.4 for this value to prevent that the precision gets worse when too many fp are
added to the result. We would recommend to someone who wants to use this algorithm
to vary especially this parameter because it has a strong impact on the result.
A good value for the threshold t3 has to be near 0.7 because when using 0.65 we had

no fn so every occurrence of the template is found. With 0.7 for t3 we had a much better
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precision but lost the recall of 1.0. We used the value of 0.7 for t3 to see if it is as good
for the other templates as it was for the first one.
As soon as we had chosen the parameters we decided to see what it does if we use them

in combination with the other results of the first experiment. This is shown in Figure 5.5.
We computed the results for the set of thresholds with t1 = 0.985, t2 = 0.985, t3 = 0.7,
tb = 0.4 and tg = 0.2. The first two columns show the scaling factors and rotation angles
for this test as follows. The value 1.0 for s was the test without rotating and scaling the
template. The other ones are 1.2 for s between 0.8 and 1.2 in 0.1-steps, 1.5 for s between
0.5 and 1.5 in 0.25-steps and 2.8 for s between 0.4 and 2.8 in 0.3-steps. For r the value
±6 represents r between −6 deg and 6 deg in 3 deg-steps, ±10 is for r between −10 deg
and 10 deg in 2 deg-steps and ±180 represents r between −180 deg and 180 deg in 10 deg-
steps. The other columns show the running time of the filters, the false negatives, false
positives and true positives and the last two columns precision and recall.
Again, the results were as expected. More possible scaling factors and rotation angles

lead to a much longer running time especially of the Radial Line Filter. Additionally,
a wide range with more values for s and r causes lots of false positives. The most
interesting result can be found in the last row with the widest possible range and the
most possibilities for s and r that we tested. It shows that these values caused more false
negatives than with less possibilities for s or r. The result can be explained as follows.
The actually tested values for s and r have a wide range but therefore less values

nearby s = 1 and r = 0 where we found the template in the other runs. This can be
seen in Figure 5.6 where a cut-out of the result is shown. The two trees on the right side
of the cut-out did not pass TM using the wide range which can be seen in Figure 5.6a.
There no pixel is marked yellow so no candidate passed TM . But using the close range
nearby s = 1 and r = 0 both occurrences of the template were found which is shown
in Figure 5.6c. Another problem lays in CL where an example is given in Figure 5.7.
Here the template is found but the occurrence has not the highest correlation value in
its cluster. There are some yellow marked candidates that passed TM along the black
river that are close enough to be clustered with the found occurrence and with the false
positive on top in the middle. The letter "s" has a slightly better correlation to the
template then the occurrence of the tree and due to the connection along the river the
tree is sorted out. The problem is caused by the very low scaling factor s = 0.4. The
smaller the template is the harder is it for the computer to find it because of the small
number of pixel that are counted to the template.
In conclusion, it can be said that it is relevant in the case of this algorithm to analyse

in which sizes and rotations the template might occur. If the chosen range for s or r is
too wide the results get worse.

5.3. Rotation and Scaling

Because of the relatively long running time of the first experiment we decided to use just
one combination of thresholds for this experiment. In exchange, we tested four different
rotation and scaling combinations. Most of the templates shown in Figure 5.2 only
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t3 tb tg TM time CL time fn fp tp precision recall
(sec) (sec)

0.7 0.4 0.1 7 1 13 5 69 0.932 0.841
0.7 0.4 0.2 7 9 5 8 77 0.906 0.939
0.7 0.4 0.3 7 10 5 8 77 0.906 0.939
0.7 0.4 0.4 7 10 5 9 77 0.895 0.939
0.7 0.4 1.0 7 10 5 9 77 0.895 0.939

0.7 0.4 0.2 7 9 5 8 77 0.906 0.939
0.7 0.5 0.2 7 9 7 8 75 0.904 0.915
0.7 0.6 0.2 7 8 11 6 71 0.922 0.866
0.7 0.75 0.2 7 1 36 5 46 0.902 0.561

0.65 0.4 0.2 7 20 0 27 82 0.752 1.0
0.7 0.4 0.2 7 9 5 8 77 0.906 0.939

Fig. 5.4.: results of the second experiment with template 5.2a on map 5.1a using the parameters
t1 = 0.985, t2 = 0.985, s between 0.8 and 1.2 in 0.1-steps and r between −6 deg and
6 deg in 3 deg-steps

s r (deg) RP RL TM CL fn fp tp precision recall
(sec) (sec) (sec) (sec)

1.0 0 9 31 1 1 22 0 60 1.0 0.732

1.2 ±6 84 722 7 9 5 8 77 0.906 0.940
1.5 ±6 73 670 11 2 7 41 75 0.647 0.915
2.8 ±6 207 1492 29 1 9 93 73 0.440 0.890

1.2 ±10 73 1502 23 42 6 10 76 0.884 0.927
1.5 ±10 68 1499 24 9 5 76 77 0.503 0.939
2.8 ±10 207 3287 61 6 8 114 74 0.394 0.902

1.2 ±180 77 5231 69 4 6 109 76 0.411 0.927
1.5 ±180 70 4936 78 2 6 370 76 0.170 0.927
2.8 ±180 220 14430 246 2 12 453 70 0.134 0.854

Fig. 5.5.: results of the second experiment with template 5.2a on map 5.1a using the parameters
t1 = 0.985, t2 = 0.985, t3 = 0.7, tb = 0.4 and tg = 0.2

25



(a) result of all filters (b) wide range for s and r (c) close range for s and r

Fig. 5.6.: Cut-out of the result with template 5.2a on map 5.1a using the parameters t1 = 0.985,
t2 = 0.985, t3 = 0.7, tb = 0.4 and tg = 0.2; s between 0.4 and 2.8 in 0.3-steps and r
between −180 deg and 180 deg in 10 deg-steps on the left side; s between 0.8 and 1.2
in 0.1-steps and r between −6 deg and 6 deg in 3 deg-steps on the right side

(a) result of all filters (b) wide range for s and r

Fig. 5.7.: Cut-out of the result with template 5.2a on map 5.1a using the parameters t1 = 0.985,
t2 = 0.985, t3 = 0.7, tb = 0.4 and tg = 0.2; s between 0.4 and 2.8 in 0.3-steps and r
between −180 deg and 180 deg in 10 deg-steps on the left side; s between 0.8 and 1.2
in 0.1-steps and r between −6 deg and 6 deg in 3 deg-steps on the right side
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appear almost horizontally on the maps shown in Figure 5.1. Considering this we chose
also some characters as templates which are Figure 5.2d, Figure 5.2e and Figure 5.2f.
They are all cut-outs of Figure 5.1c and occur in different angles of rotation.
We chose the following thresholds for the tests: t1 = 0.985, t2 = 0.985, t3 = 0.7,

tb = 0.2 and tg = 0.4. For the tests with the templates that only occur horizontally the
following parameters were used:

• s between 0.8 and 1.2 in 0.1-steps combined with r between −6 deg and 6 deg in
3 deg-steps
• s between 0.5 and 3.0 in 0.5-steps combined with r between −6 deg and 6 deg in

3 deg-steps
• s between 0.8 and 1.2 in 0.1-steps combined with r between −180 deg and 180 deg

in 10 deg-steps

For those containing characters were these used:

• s between 0.8 and 1.2 in 0.1-steps combined with r between −100 deg and 100 deg
in 10 deg-steps
• s between 0.5 and 3.0 in 0.5-steps combined with r between −100 deg and 100 deg

in 10 deg-steps
• s between 0.8 and 1.2 in 0.1-steps combined with r between −180 deg and 180 deg

in 10 deg-steps

The first combination is always the one where we expect the template to occur. The
second one is with a large scale of scalings and the third one with a complete rota-
tion. Firstly, we wanted to ascertain how the computed thresholds work with the other
templates and maps. This can be seen looking at the results in Figure 5.8.
In the table results of four of the tests are given. The first column shows which template

was used. The other ones show the values used for s and r and the results represented by
the parameters fn, fp, tp, precision and recall. We did this test twice, once with using
a Gaussian filter on template and map and another time without the Gaussian filter in
the preprocessing. Results with the filter are shown in the upper half of the table and
for the same templates without a Gaussian filter in the lower half.
If the same values for the thresholds are chosen using a Gaussian filter in our case

effects that more candidates pass TM than without. It seems that more occurrences of
the template are found but also more fn. The only thing we can see clearly is that the
precision is better without using a Gaussian Filter but the recall is better using it except
of the single cases where it is equal. What else is to find out about this is shown in
section 5.4.
As we expected causes a wider range for s more false positives in most cases. An

interesting fact is, that without five outliers no fp was found with a scaling bigger than
1. Therefore most fp have a scaling factor of 0.5. Inferring from this that values for s
must not be chosen too small because this causes a worse precision. The same applies
for r. There are two cases where one additional occurrence of the template was found
using the wider range for r. Except of these two we always found just more fp. Maybe
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one could try to widen the range we used a little bit, for example to ±10 deg, to see if it
causes better recall without worsening the precision.
Thus, our assumption that using a wider range especially a full rotation and very

low scalings causes lots of fp which leads to a worse precision is confirmed. Also, each
additional value for s and r extends the running time of the algorithm.
Comparing precision and recall of the different cases one can see that the parameters

are optimised for the first case without using a Gaussian filter. This is what we based
our first experiment on. To compare the different cases, we are going to look only at the
first of the three ones for each of them because there the values for s and r were chosen
in the assumed range for the occurrence. The recall is in all cases very high therefore
the parameters work well. In the precision were huge differences between the cases so
therefore the parameters have to be adapted. We reached the worst result in the last
case with the template 5.2h on the map 5.1d. Here in each run with and without the
Gaussian filter always just one occurrence was found at the place where we cut it out.
For this case, at least one of the thresholds for TM was too tight. We had a great many
candidates passing the prefilters, about ten times as many as passed in the first case, but
they were all sorted out by TM except the original occurrence.
In conclusion, it is clear that the parameters computed by our experiments do not work

for historical maps in general. For each map and template, an own set of parameters has
to be determined.

5.4. Comparison of the Algorithms

The question that we are left with is if our algorithm is better than an algorithm without
rotation and scaling invariance that uses binarised templates and images in order to
match like it is used by Budig and Van Dijk [BvD15]. To answer this, we computed
the results for our algorithm using the second implementation of the Template Matching
Filter where all candidates are sorted by their correlation value and a fixed number of
candidates with highest correlation passed the filter. This is done with and without the
Gaussian filter in the preprocessing. To be able compare our algorithm to the binarised
one we adapted it in the following way. We ran it without different r and s and just
using TM and CL. No thresholds were used and the correlation value was computed
using Equation 2.1. We used for all runs the number of 25000 candidates for TM .
A complete overview of the results can be seen in Appendix A. We are going to take a

closer look at the results shown in Figure 5.10. For each case, there is a diagram showing
the results of the three tested algorithms. The best 25000 candidates that passed TM
were clustered by CL. The results of CL were sorted by their correlation value computed
by TM of each algorithm. The candidate with the highest correlation value has rank 1
and is plotted on the left side of the diagram. If the candidate is a valid occurrence of
the template it is plotted by tp else by fp.
It stands out that the results of our algorithm are often not as frequent as the ones

of the binarised algorithm. This is caused by the usage of the thresholds tb and tg. In
some cases, less than 25000 candidates passed TM because they were sorted out due to
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template s r (deg) fn fp tp precision recall

min max steps min max steps

5.2a 0.8 1.2 0.1 -6 6 3 2 21 80 0.792 0.976
0.5 3 0.5 -6 6 3 9 87 73 0.456 0.890
0.8 1.2 0.1 -180 180 10 1 197 81 0.291 0.988

5.2e 0.8 1.2 0.1 -100 100 10 2 110 39 0.262 0.951
0.5 3 0.5 -100 100 10 3 173 38 0.180 0.927
0.8 1.2 0.1 -180 180 10 2 128 39 0.234 0.951

5.2f 0.8 1.2 0.1 -100 100 10 3 17 34 0.667 0.919
0.5 3 0.5 -100 100 10 13 12 24 0.667 0.649
0.8 1.2 0.1 -180 180 10 3 24 34 0.586 0.919

5.2g 0.8 1.2 0.1 -6 6 3 3 0 27 1.0 0.900
0.5 3 0.5 -6 6 3 7 8 23 0.742 0.767
0.8 1.2 0.1 -180 180 10 3 6 27 0.818 0.900

5.2a 0.8 1.2 0.1 -6 6 3 5 8 77 0.906 0.939
0.5 3 0.5 -6 6 3 15 41 67 0.620 0.817
0.8 1.2 0.1 -180 180 10 6 109 76 0.411 0.927

5.2e 0.8 1.2 0.1 -100 100 10 2 30 39 0.565 0.951
0.5 3 0.5 -100 100 10 5 44 36 0.450 0.878
0.8 1.2 0.1 -180 180 10 2 38 39 0.506 0.951

5.2f 0.8 1.2 0.1 -100 100 10 3 13 34 0.723 0.919
0.5 3 0.5 -100 100 10 15 8 22 0.733 0.595
0.8 1.2 0.1 -180 180 10 3 18 34 0.654 0.919

5.2g 0.8 1.2 0.1 -6 6 3 4 0 26 1.0 0.867
0.5 3 0.5 -6 6 3 8 4 22 0.846 0.733
0.8 1.2 0.1 -180 180 10 3 2 27 0.931 0.900

Fig. 5.8.: results of the third experiment with different templates using the parameters t1 =
0.985, t2 = 0.985, t3 = 0.7, tb = 0.4 and tg = 0.2; upper half shows results of the
algorithm, lower half results without using a gaussian filter. (section 5.3)
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their too low or high values for β or γ. In the first case, enough candidates passed TM
but were all clustered to the small number of candidates plotted in 5.10a. To get more
results the algorithms would need to be tested on a whole map. But in our cases the
differences are already visible.
Looking at the first case (5.10a) it can easily be seen that the accuracy is higher for

our algorithm because the first false match is placed about 15 ranks behind the first fp
of the binarised algorithm. In the second case (5.10b) the results of our algorithm are
slightly better than the binarised algorithm but overall the result of all three algorithms
were not good. But we did not expect good results because of the very small template
that could also be found in the huge characters and the rivers uncharted on the map.
The third case we are going to take a closer look at shows a large difference between

our algorithm and the binarised one. This is by reason that the sought after templates
occurs rotated. Our algorithm is looking for it in rotation angles between −100 deg and
100 deg an the binarised one just in horizontal position. Taking a look at a cut-out of
the results shown in Figure 5.9, it is conspicuous that all occurences of the sought after
character "e" are found in the angle of their occurrence using our algorithm. So in all
cases better results are reachable using our algorithm.
A problem with seeking characters is the similarity between some of them. This applies

especially to the characters "a" (5.2f) that can be found as part of other other characters
like "b","d","g","p" and "q" in different rotations as well as "n" (5.2d) findable in
the characters "h","m" and "u". For these cases we used a second ground truth to
test whether the searched character is found or a character that contains the searched
character. The results are given in Figure 5.11 where found occurrences of characters
that contain the searched character are plotted between tp and fp. In the fourth test case
searching after the character "n" our algorithm first finds occurrences of it, on the next
ranks characters containing "n" and after that false positives with just a few outliers.
Searching "a" it is more difficult for the algorithm distinguishing occurrences of "a"

from characters that contain "a". For example the first result that is no "a" is for
all algorithms the occurence of the character "d" in the name Donersdorff shown in
Figure 5.12. Using the binarised algorithm it would improve the results in both cases if
found occurrences of characters containing the searched character are also counted as tp.
This would also make sense because in the most cases characters are sought the aim is
to find text.
Comparing the different implementations of our algorithm one can see that there is no

big difference between them. As well the results of both are different but no implemen-
tation is better than the other one in general. Even in the cases where we used rotation
steps of 10 deg using a Gaussian filter in the preprocessing causes no better results.
At last we are going to compare the results using the receiver operating characteristic

curves (ROC curves) shown in Figure 5.13. ROC curves are built going trough the fol-
lowing steps. Firstly ranking all results which means in our case ordering the candidates
by their correlation value computed by TM . Also for each candidate must be tested if
it represents an occurrence of the searched template (tp) or not (fp). This was done
by us using our ground truth. Then the ROC curve can be built by iterating over the
ranked candidates from the first rank to the last. If a candidate is a tp the curve is drawn
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(a) result of our algorithm without using a Gaussian filter

(b) result of our algorithm using a Gaussian filter in the preprocessing

(c) result of the binarized algorithm

Fig. 5.9.: Cut-out of the result with template 5.2e on map 5.1c using the parameters t1 = 0.985,
t2 = 0.985, t3 = 0.7, tb = 0.4 and tg = 0.2; s between 0.8 and 1.2 in 0.3-steps and r
between −100 deg and 100 deg in 10 deg-steps

31



0 20 40 60 80 100 120 140 160 180 200

fp

tp

fp

tp

fp

tp

rank

(a) Results of template 5.2a on map 5.1a
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(b) Results of template 5.2b on map 5.1a
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(c) Results of template 5.2e on map 5.1c

Fig. 5.10.: All results are ranked by their correlation value using the following algorithms; at
the top with Gaussian filter (green) in the middle without (blue) and at the bottom
with the binarised algorithm (black)

32



0 20 40 60 80 100 120 140 160 180 200

fp

tp

fp

tp

fp

tp

rank

(a) Results of the fourth test case template 5.2d on map 5.1c
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(b) Results of the sixth test case template 5.2f on map 5.1c

Fig. 5.11.: All results are ranked by their correlation value using the following algorithms; at
the top our algorithm with Gaussian filter (green) in the middle without (blue) and
at the bottom with the binarised algorithm (black); in (a) the character "n" was
sought after, occurrences of characters that have "n" in a part of it like "h", "m"
and "u" are plotted between tp and fp because of their similarity; same applies to
(b) where additional to "a" also "b", "d", "g" and "p" are plotted separately
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Fig. 5.12.: Occurrence of the character "d" that is found by all algorithms with higher correla-
tion value than most occurrences of "a" while searching Figure 5.2f on Figure 5.1c

on step upwards, is it a fp the curve goes one step to the right. Each step in the same
direction must have the same length and be scaled that after iterating over all candidates
the curve is ending in the point (1, 1).
A reliable measurement for the quality of an algorithm is the area under its ROC

curve called AUC (area under curve). This value is equal to the probability that the
algorithm will rank a tp higher than a fp if both are chosen randomly out of all candidates.
Hence we calculated the AUC value for all ROC curves and added it to the diagram.
Same colours are used for the ROC curves in Figure 5.13 and the diagrams showing
the ranking (Figure 5.10). We computed nine different ROC curves, one for each test
case respectively each template and additionally two alternative curves for the two cases
where the characters "a" and "n" are sought. Computing the alternative ROC curves
characters which contain the searched character are counted as tp in the other cases they
were handled as fp. The only exception is the last test case where all algorithms did
not work well. For this case we had not enough results to compute a ROC curve that
could be compared to the other ones. Under these circumstances we can just say that
all algorithms did not work in this case using the parameters we did.
The other cases were built using the candidates on the first 200 ranks. In some cases

we had less than 200 results for our algorithm. There we added false positives at the end
of the list till it got a length of 200. Adding additional fp at the end of the list increases
the AUC value and is theoretically not fair compared with the binarised algorithm. On
the other hand there were two reasons why we still did it. The first one is that the
algorithm found more tp in all cases than the binarised algorithm. The second reason is
that nearly all occurrences of the searched template were found within the small number
of candidates. If we would modify our algorithm in the way that it would return more
candidates they all would be false positives. Due to this we decided that it is fair to use
the first 200 candidates if possible and to fill the list up with false positives otherwise.
Analysing the ROC curves it can be seen that in most cases the blue and green curves

representing our algorithm are getting much closer the point (1, 0) which is the upper left
edge. A curve touching this point represents an algorithm for which a perfect threshold
exists that separates the true positives from the false positives. Hence our algorithm
is in all cases better than the binarised one. Only in the second case the green curve
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representing our algorithm without using a Gaussian filter in the preprocessing is very
close to the black one. In this case also the AUC values are very close but the green one
is slightly higher.
Comparing the blue and green curves they are nearly equal with very small differences.

In most cases the blue one representing our algorithm without the Gaussian filter has a
better AUC value. Big differences are only in the second case where we reached much
better results without using the Gaussian filter.
Taking a closer look at the fourth and sixth case where the characters were sought a

clearly difference can be seen. On the right side of both ROC plots the alternative ROC
curve is plotted with the modified ground truth. In the fourth case where the character
"n" was sought there is nearly no difference between the curves and the AUC values of
our algorithm in the original and the alternative. Inferring from this and the high AUC
value we can say that a relative clear threshold exists between occurrences of "n" and of
characters containing "n" as well as between them and false positives. This is in contrast
to the sixth case where the character "a" is sought. Here clearly better AUC values
can be reached using the alternative ROC curve. Therefore we can conclude that if it is
searched for text the algorithm works well but if a special character is sought it can be
difficult to distinguish related characters.
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Fig. 5.13.: ROC curves for the binarised algorithm and our algorithm with and without using
a Gaussian filter in the preprocessing
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6. Conclusion

In the field of pattern recognition and digital image processing template matching is
a powerful tool. It is aimed at searching a template in one or more different images.
Difficulties exist in shortening the running time as well as getting precise results. Due to
these problems, there are various scholars working on different algorithms to get better
and faster results for their special use cases. One such use case are historical maps.
Budig and Van Dijk are currently working on extracting information detectable in

symbols, labels and the textures of historical maps. Their approach is to combine active
learning and template matching [BvD15]. They used a template matching algorithm
for computing a correlation value for all candidates (each possible subimage of the map
that could show the template). After that, all candidates are ranked by their correlation
value and a Human-Computer Interaction application is used to efficiently determine a
classification. The results of this approach get better the clearer the threshold between
the true positives and the false positives is.
Our aim was to find a template matching algorithm with this specification. Therefore

we built an algorithm based on the approach by Kim and Araújo [KdA07] and tested it
against the algorithm used by Budig and Van Dijk. In contrast to the algorithm used
by Budig and Van Dijk, the approach by Kim and Araújo provides rotation and scale
invariance. We expected better results due to the fact that we regarded some variations
of the template.
In more detail, our algorithm works in four steps and each step is represented by a filter.

The filters are called Ring Projection Filter, Radial Line Filter, Template Matching Filter
and Clustering Filter. The first two filters sort out candidates that are most likely not the
template. The Template Matching Filter matches each candidate to the template and
computes a correlation value. The Clustering Filter clusters the results of the Template
Matching Filter and returns the candidate with the highest correlation value for each
cluster.
During testing our algorithm we found that the thresholds have to be adapted to each

use case and no general set of parameters can be found. Once we had calculated a set of
parameters the algorithm worked very well but finding these parameters took us a long
time. On the other hand, working without suitable parameters the algorithm does not
work or gets a very long running time. Compared with the algorithm used by Budig
and Van Dijk we had much better results during all experiments we made. Finally,
our assumption that better results are possible using a rotation- and scaling-invariant
algorithm on historical maps was confirmed by the results of our experiments.

Future Work At first we want to offer possible improvements on the algorithm proposed
in this thesis. Most important for us was to see if an algorithm providing scale and
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rotation invariance leads to better results than one without. Hence we did not focus on
optimal running time which is why our algorithm is rather slow.
For this purpose, multithreading should be used for all filters. Another possibility is

to use other programming languages than Java that are in most terms faster, like C
and C++. There are also some matrix optimised languages like R which could be used
because image and template can be interpreted as matrices.
During testing, we found out that the Radial Line Filter took more time to run than

running the Template Matching Filter on the same set of candidates in our implemen-
tation. This is not the way it is intended. Due to the fact that the Radial Line Filter
uses fewer pixels than the Template Matching Filter (except of very small templates) it
should need less time.
Moreover, we have some suggestions for further tests. We found out that the thresholds

chosen for the test were optimised just for our first test case (Figure 5.2a on Figure 5.1a).
For example, in the last case, it was always just the template that was found and no
other occurrence. Hence for other cases, it could be tested which results are reachable
by using the right thresholds.
Another interesting test would be a comparison of this algorithm with other rotation-

and scaling-invariant algorithms. Several scholars created different algorithms of which
none have been tested on historical maps yet. And of course we are interested in the
results of the approach by Budig and Van Dijk in combination with our algorithm.
We reckon that the number of approaches of template matching algorithms for dif-

ferent use cases will increase in the next years due to the wide range of application.
Furthermore, approaches like ours will be important because they are suitable for multi-
threading. GPUs could be used to execute such approaches because of their optimisation
of multithreading. This would lead to much better running times.
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A. Appendix

For the test, we used cut-outs of four historical maps that are part of the Franconica
collection1. They were placed at our disposal by the Würzburg University Library in
order to work on this thesis. The maps are:

• Circulus Franconicus from Pieter Mortier made as a copper engraving around 1706
in Amsterdam; Sig:36/A 1.17; shown in Figure A.1a.
• Das Bisthum Wurzburg in Francken from Johann Heinrich Seyfried and Johann

Jakob Schollenberger made as a copper engraving in 1676 in Nürnberg; Sig:36/A
10.12; shown in Figure A.1b.
• Franconia Vulgo Franckenlandt from Willem Janszoon Blaeu made as a copper

engraving in 1650; Sig:36/A 10.19; shown in Figure A.1c.
• Nova Franconiae descriptio from Joannes Janßonius made as a copper engraving

in 1626; Sig:36/G.f.m. 9.12.139; shown in Figure A.1d.

In the following, all results of the final tests are given. There are tow types of result
images which have to be interpreted as follows. The first type are images where the final
results are illustrated as rectangles with red lining. The upper right edge is always marked
to show in which rotation angle the template was found. Additionally, the scaling factor
can be seen in the size of the rectangles. The other type of images show the candidates
that passed each filter. All green pixels are candidates that passed the Ring Projection
Filter. Blue ones passed the Radial Line Filter, yellow ones the Template Matching Filter
and the red points mark the candidates that passed the Clustering Filter. A blue pixel,
for Example, marks a candidate that passed the first two filters but was sorted out by
the Template Matching Filter.

1Würzburg University Library, http://www.franconica-online.de/
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(a) map1
(b) map2

(c) map3 (d) map4

Fig. A.1.: Map sections used for the tests

(a) template1_1 (b) template1_2 (c) template2_1 (d) template3_1

(e) template3_2 (f) template3_3 (g) template4_1 (h) template4_2

Fig. A.2.: The templates cut out of the maps
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(a) result of our algorithm using a Gaussian
filter

(b) results of all filters of our algorithm using
a Gaussian filter

(c) result of our algorithm without using a
Gaussian filter

(d) results of all filters of our algorithm with-
out using a Gaussian filter

(e) result of the binarised algorithm; best
matches marked green

Fig. A.3.: results of the first test case A.2a on A.1a using the parameters t1 = 0.985, t2 = 0.985,
t3 = 0.7, tb = 0.4, tg = 0.2, s 0.8 to 1.2 in 0.1-steps and r −6 fo 6 in 3 deg-steps;
left hand side found occurrences are marked by a red rectangle scaled and rotated by
found s and r, upper right edge is marked; right hand side results of all filters, green
pixels are candidates passed RP , blue ones RL, yellow ones TM and red ones CL
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(a) result of our algorithm using a Gaussian
filter

(b) results of all filters of our algorithm using
a Gaussian filter

(c) result of our algorithm without using a
Gaussian filter

(d) results of all filters of our algorithm with-
out using a Gaussian filter

(e) result of the binarised algorithm; best
matches marked green

Fig. A.4.: results of the second test case A.2b on A.1a using the parameters t1 = 0.985, t2 =
0.985, t3 = 0.7, tb = 0.4, tg = 0.2, s 0.8 to 1.2 in 0.1-steps and r −6 fo 6 in 3 deg-steps;
left hand side found occurrences are marked by a red rectangle scaled and rotated by
found s and r, upper right edge is marked; right hand side results of all filters, green
pixels are candidates passed RP , blue ones RL, yellow ones TM and red ones CL
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(a) result of our algorithm using a Gaussian
filter

(b) results of all filters of our algorithm using
a Gaussian filter

(c) result of our algorithm without using a
Gaussian filter

(d) results of all filters of our algorithm with-
out using a Gaussian filter

(e) result of the binarised algorithm; best
matches marked green

Fig. A.5.: results of the third test case A.2c on A.1b using the parameters t1 = 0.985, t2 = 0.985,
t3 = 0.7, tb = 0.4, tg = 0.2, s 0.8 to 1.2 in 0.1-steps and r −6 fo 6 in 3 deg-steps;
left hand side found occurrences are marked by a red rectangle scaled and rotated by
found s and r, upper right edge is marked; right hand side results of all filters, green
pixels are candidates passed RP , blue ones RL, yellow ones TM and red ones CL
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(a) result of our algorithm using a Gaussian
filter

(b) results of all filters of our algorithm using
a Gaussian filter

(c) result of our algorithm without using a
Gaussian filter

(d) results of all filters of our algorithm with-
out using a Gaussian filter

(e) result of the binarised algorithm; best
matches marked green

Fig. A.6.: results of the fourth test case A.2d on A.1c using the parameters t1 = 0.985, t2 =
0.985, t3 = 0.7, tb = 0.4, tg = 0.2, s 0.8 to 1.2 in 0.1-steps and r −6 fo 6 in 3 deg-steps;
left hand side found occurrences are marked by a red rectangle scaled and rotated by
found s and r, upper right edge is marked; right hand side results of all filters, green
pixels are candidates passed RP , blue ones RL, yellow ones TM and red ones CL
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(a) result of our algorithm using a Gaussian
filter

(b) results of all filters of our algorithm using
a Gaussian filter

(c) result of our algorithm without using a
Gaussian filter

(d) results of all filters of our algorithm with-
out using a Gaussian filter

(e) result of the binarised algorithm; best
matches marked green

Fig. A.7.: results of the fifth test case A.2e on A.1c using the parameters t1 = 0.985, t2 = 0.985,
t3 = 0.7, tb = 0.4, tg = 0.2, s 0.8 to 1.2 in 0.1-steps and r −6 fo 6 in 3 deg-steps;
left hand side found occurrences are marked by a red rectangle scaled and rotated by
found s and r, upper right edge is marked; right hand side results of all filters, green
pixels are candidates passed RP , blue ones RL, yellow ones TM and red ones CL
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(a) result of our algorithm using a Gaussian
filter

(b) results of all filters of our algorithm using
a Gaussian filter

(c) result of our algorithm without using a
Gaussian filter

(d) results of all filters of our algorithm with-
out using a Gaussian filter

(e) result of the binarised algorithm; best
matches marked green

Fig. A.8.: results of the sixth test case A.2f on A.1c using the parameters t1 = 0.985, t2 = 0.985,
t3 = 0.7, tb = 0.4, tg = 0.2, s 0.8 to 1.2 in 0.1-steps and r −6 fo 6 in 3 deg-steps;
left hand side found occurrences are marked by a red rectangle scaled and rotated by
found s and r, upper right edge is marked; right hand side results of all filters, green
pixels are candidates passed RP , blue ones RL, yellow ones TM and red ones CL
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(a) result of our algorithm using a Gaussian
filter

(b) results of all filters of our algorithm using
a Gaussian filter

(c) result of our algorithm without using a
Gaussian filter

(d) results of all filters of our algorithm with-
out using a Gaussian filter

(e) result of the binarised algorithm; best
matches marked green

Fig. A.9.: results of the seventh test case A.2g on A.1d using the parameters t1 = 0.985, t2 =
0.985, t3 = 0.7, tb = 0.4, tg = 0.2, s 0.8 to 1.2 in 0.1-steps and r −6 fo 6 in 3 deg-steps;
left hand side found occurrences are marked by a red rectangle scaled and rotated by
found s and r, upper right edge is marked; right hand side results of all filters, green
pixels are candidates passed RP , blue ones RL, yellow ones TM and red ones CL
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(a) result of our algorithm using a Gaussian
filter

(b) results of all filters of our algorithm using
a Gaussian filter

(c) result of our algorithm without using a
Gaussian filter

(d) results of all filters of our algorithm with-
out using a Gaussian filter

(e) result of the binarised algorithm; best
matches marked green

Fig. A.10.: results of the eighth test case A.2h on A.1d using the parameters t1 = 0.985,
t2 = 0.985, t3 = 0.7, tb = 0.4, tg = 0.2, s 0.8 to 1.2 in 0.1-steps and r −6 fo 6 in
3 deg-steps; left hand side found occurrences are marked by a red rectangle scaled
and rotated by found s and r, upper right edge is marked; right hand side results
of all filters, green pixels are candidates passed RP , blue ones RL, yellow ones TM
and red ones CL
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(a) Results of the first test case template 5.2a on map 5.1a
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(b) Results of the second test case template 5.2b on map 5.1a
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(c) Results of the third test case template 5.2c on map 5.1b

Fig. A.11.: All results are ranked by their correlation value using the following algorithms; at
the top our algorithm with Gaussian filter (green) in the middle without (blue) and
at the bottom with the binarised algorithm (black)
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(a) Results of the fourth test case template 5.2d on map 5.1c
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(b) Results of the sixth test case template 5.2f on map 5.1c

Fig. A.12.: All results are ranked by their correlation value using the following algorithms; at
the top our algorithm with Gaussian filter (green) in the middle without (blue) and
at the bottom with the binarised algorithm (black); in (a) the character "n" was
sought after, occurrences of characters that have "n" in a part of it like "h", "m"
and "u" are plotted between tp and fp because of their similarity; same applies to
(b) where additional to "a" also "b", "d", "g" and "p" are plotted separately

51



0 20 40 60 80 100 120 140 160 180 200

fp

tp

fp

tp

fp

tp

rank

(a) Results of the fifth test case template 5.2e on map 5.1c
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(b) Results of the seventh test case template 5.2g on map 5.1d
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(c) Results of the eighth test case template 5.2h on map 5.1d

Fig. A.13.: All results are ranked by their correlation value using the following algorithms; at
the top our algorithm with Gaussian filter (green) in the middle without (blue) and
at the bottom with the binarised algorithm (black)
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Fig. A.14.: ROC curves with AUC values for all tested algorithms; alternative curves are given
for the sought characters where related characters were additionally counted as tp
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