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ABSTRACT
In this research project we develop a system for metadata
extraction from historical maps. Such maps are valuable
sources of information for researchers of various disciplines.
However, metadata describing their (geographic) contents
are scarce, because such information mostly has to be ex-
tracted by hand. Examining related work, we find that no
holistic, automated solutions for this problem have been de-
veloped so far. Our system aims at speeding up the process
of metadata extraction, using efficient algorithms combined
with user interaction. We present our approach, which is
a pipeline consisting of several steps. The layout of this
system is modular; we discuss two modules in the pipeline
that we have already developed and sketch our solutions.
We conclude this report with an outlook and future work,
which includes crowdsourcing applications.

This paper presents the state of my PhD project after the
first year and is intended for the Junior PhD track. The
project is supervised by Thomas C. van Dijk and Alexander
Wolff at Würzburg University.
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Figure 1: A section of an historical map from the early 18th

century, containing information on settlements, woodlands,
bodies of waters as well as political territories.

1. INTRODUCTION
Historical maps are an important source of information

for the humanities. There are many extensive collections
of scanned maps, but there is a distinct lack of metadata
describing the contents of these maps. Metadata might in-
clude, for instance, a georeferenced index of the contained
settlements and information on position and shape of other
geographic features such as woodlands and rivers. Clearly,
such information would be useful for research practice, but
state-of-the-art computer-vision techniques are not able to
extract these data automatically. Doing it by hand is a
complex process that takes prohibitive amounts of time and
manual effort. For instance, expert map conservators need
15 to 30 hours to georeference the places contained in a typi-
cal map with 1000 to 4000 labels.1 Figure 1 shows an exam-
ple for a historical map containing a variety of geographic
information.2

In this paper, we propose a system that (semi-) automati-
cally extracts metadata from historical maps. The system is
a pipeline consisting of several modules that address various
subproblems in this process. Since these problems have long
resisted fully-automatic solutions, we are particularly inter-
ested in efficient user interactions, that is, asking the user
for help only where it is absolutely necessary and requesting
such input as is most useful to our system. As algorithm
researchers, we are uniquely positioned to consider the effi-

1Personal communication with Dr. H.-G. Schmidt, head of
the Manuscripts and Early Prints department, Würzburg
University Library.
2All historical maps shown in this paper are taken from the
Franconica collection of Würzburg University Library; see
also http://franconica.uni-wuerzburg.de/
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cient use of resources, even if this resource is user effort.
The design goals for this system lead to the following re-

search questions. To what extent are state-of-the-art sys-
tems capable of automatically solving semantic problems,
such as recognizing certain elements in a map? How can we
use advanced algorithmics to help, and in what ways can
a user efficiently assist an algorithm in solving such prob-
lems? The latter is a question of fundamental interest, but
it also has its natural application in the real-world problem
sketched above: How can we efficiently georeference places
on historical maps? This is a problem that right now does
not get solved in practice, since doing it by hand is too much
work, and doing it fully automatically is well out of reach of
state-of-the-art algorithms. As an additional ingredient, we
will consider smart crowdsourcing: How can the workload of
reliably metadata extracting metadata from historical maps
be distributed efficiently?

For the applied parts of the project, we cooperate with
the New York Public Library (NYPL) and the university
libraries of Würzburg and Dresden.

2. RELATED WORK
Since the digitisation and analysis of historical maps is

of increasing interest to libraries, some systems simplifying
this process have been developed. Most of these systems pro-
vide convenient graphical interfaces, but still rely heavily on
users to manually annotate or even completely georeference
the input maps (for example the Georeferencer [4] by Fleet
et al. and the systems by Simon et al. [12, 13]). For the
postprocessing of georeferenced maps, Jenny and Hurni [7]
introduced a tool that is able to analyse the geometric and
geodetic accuracy of historical maps and then visualise the
identified distortions.

A system by Höhn et al. [5, 6] addresses the detection of
places in historical maps, providing suggestions of possible
place names based on a modern map. Even in this system,
almost all work is done manually by the user.

There is not much research available on fully automat-
ically analysing historical maps. Existing approaches are
usually limited to certain types of features and maps, for
instance to forest cover in a particular corpus of 19th cen-
tury topographic maps [8] or the building footprints in 19th

century insurances atlases [1]. The effectiveness of these ap-
proaches is in part due to the homogeneity of these relatively
recent maps. Our system, however, is aimed at supporting a
larger variety of historical maps (which are potentially also
much older). The approaches described later in this paper
were successfully evaluated on maps dating back to the be-
ginning of the 16th century.

3. HISTORICAL MAPS: A PIPELINE
In this section, we propose a processing pipeline for meta-

data extraction from historical maps. We divide this pipeline
into several individual subtasks in order to get goals more
modest than “understand this map”. In addition, this sep-
aration of concerns allows for rigorous problem statements
and, thereby, reproducible experiments and comparability.
This is approach is also advocated, for example, by Shaw
and Bajcsy [11] and Schöneberg et al. [10].

Figure 2: A possible matching of labels and markers, with
each match colour-coded according to its sensitivity (left).
The three red matches on top are indeed unclear: consider-
ing the two alternatives on the right, it is hard to tell the
correct assignment without geographic or historical context.

Segmentation
The first module in our pipeline addresses the segmenta-
tion of the various map elements. As an input, it takes the
bitmap image of a scanned historical map; as an output,
it gives the locations and shapes of the individual map el-
ements. Considering that our input maps are hand-drawn
and of varying conservation status, it is unlikely that this
task can be solved fully automatically. Off-the-shelf OCR
software, for instance, is not able to solve this problem. In-
stead, we have developed a solution that supplements tem-
plate matching with an efficient user interaction; see Sec-
tion 3.1 for details.

Matching Markers and Labels
Once the important map elements have been located, it is
useful to understand how they are related to each other.
A fundamental task in this step is to find an assignment
between text labels and the map elements they describe.
Due to the often dense placement of text labels, this is by
no means trivial (for an example, see Figure 2). Section 3.2
discusses an algorithmic approach we have developed to deal
with this problem.

Understanding Text
Recognising the handwritten characters that form the labels
in historical maps is decidedly nontrivial. One complication
is the variety of handwriting styles; another the limited space
on many maps, which resulted in densely-placed characters.
Additionally, non-textual map elements such as rivers and
hills might intersect with the labels; see Figure 1 for exam-
ples. Preliminary experiments suggest that template-based
matching for individual characters (which we might get as
a by-product of the segmentation step) might yield useful
information. For best results, we may have to integrate this
step with the next: georeferencing.

Georeferencing
Based on the preceding steps, we will combine the extracted
information to georeference places in historical maps. We
can make use of modern geographic datasets as well as user
feedback in unclear situations. Using places that have al-
ready been georeferenced, a modern-day map will allow an
algorithm to provide suggestions for the place names based
on geographic interpolation and textual similarities, and the
user can be pointed to a specific area of the map.



Figure 3: The interface on the left gives an overview of the current map and the selected template. It also displays the
corresponding candidate matches, colour-coded from green to red by their quality. This interface is intended to be used on
large screens. The picture on the right shows our classification interface in action, here conveniently used on a smartphone.

In the following two sections, we discuss algorithmic ap-
proaches that we have developed for the segmentation and
the matching step in the pipeline. Some of the software we
created is currently used in preliminary tests at Würzburg
University Library.

3.1 Locating Map Elements
In this section, we describe an interactive system that al-

lows the efficient detection of map elements such as charac-
ters or pictographs. We start by briefly sketching the algo-
rithmic components of the system. A detailed description
and an evaluation of the machine-learning aspects of the
system are available elsewhere [2].

The user indicates a template on the map. We use a
standard template matching algorithm (a simple translative
percentage-correct score) to get a set of candidate matches,
but we do not know which of these are in fact semantically
correct: even state-of-the-art template matching algorithms
are inaccurate for this task. We model this problem as a clas-
sification task and apply active learning. Using the uncer-
tainty sampling strategy [9], we iteratively present batches of
candidates to the user. These are carefully selected so that
the user’s time and effort is spent where it is most useful.

Figure 3 shows our system. The interface on the left al-
lows the user to browse a historical map. As a first step, the
user indicates a rectangular crop around the map element
he or she is looking for, such as . This interaction is fairly
standard. After template matching, the novel user interac-
tion starts. This interface is shown on the right. By clicking
or touching any of the nine tiles, the tile turns around and
shows a green check mark to indicate that the match was
classified as positive. Once the user is finished inspecting
the nine matches, he or she presses the blue “Next” button.
Matches that remain unchecked will be considered negative
and nine new matches will be chosen by the active learning
algorithm and presented to the user. Our implementation
of the user interface is web-based, so it can be used seam-
lessly on any device that runs a modern browser. In par-
ticular, the classification interface can be conveniently used
on smartphones, which enables crowdsourcing of this task.

(See also Arteaga [1].) Our contribution is in the careful,
algorithmic selection of what is presented to the user.

Using our prototype, it takes a user with some experience
approximately 30 seconds to do 5 steps of learning—that
is, to classify 45 matches. This is enough to achieve good
classification results for a typical template and includes the
runtime of our active learning algorithm and client-server
overhead. The user is probably looking for many templates
on the same map (e.g. 26 different characters, some pic-
tographs). Projecting these numbers, our approach allows
the effective classification of all map elements easily within
an hour (including selecting the templates). In contrast,
even with significant experience, it took us over 10 hours to
manually mark all place markers and labels in each of the
maps of Budig et al. [3]. This shows that our system and the
proposed user interaction have the potential to significantly
speed up metadata extraction from historical maps.

In order to integrate this approach into our proposed pipe-
line, it remains to group detected map elements according to
their semantics (e.g. characters into text labels). To achieve
good results in this task, an integration into later steps, such
as the text understanding step, might be necessary.

See our demo video of this system at:
https://youtu.be/msJNOn7JzBw

3.2 Matching Labels and Place Markers
Next, we describe a system that establishes a matching

of place markers and corresponding labels. This is an im-
portant task in our pipeline: assuming that we are able to
read the text labels in a later step, a correct assignment to
place markers would make georeferencing much easier. As
an input of this algorithm, we assume that the position and
size of these map elements is already available from the first
step in the pipeline. What follows is a short overview on this
system; in [3] we give more technical details and a thorough
experimental evaluation of its practical applicability.

We model the problem of assigning labels and markers as
a minimum cost matching, with the Euclidean distance be-

https://youtu.be/msJNOn7JzBw


tween two elements as their matching cost. This is based
on the simple observation that labels are usually positioned
close to the element they are describing. Note that we do
not require this matching to be perfect, i.e. a one-to-one cor-
respondence: for one, historical maps can (and do) contain
stray markers and labels. Also, this provides more robust-
ness in case not all map elements were identified correctly
in the previous step.

We tested the algorithm on a manually-extracted ground
truth for two historical maps with a combined total of over
4000 markers and labels. The algorithm correctly matches
99% of the labels and is robust against noisy input.

Furthermore, the algorithm performs a sensitivity analy-
sis on the matching and in this way can compute a measure
of confidence for each of the assignments. Based on this
we have constructed an interactive system where the user’s
effort is directed to checking the parts of the map where
the algorithm is unsure; any corrections the user makes are
propagated by the algorithm. Using a prototype of this sys-
tem we have statistically confirmed that the algorithm suc-
cessfully locates the areas on the map where it needs help.
These results show that our proposed approach is well suited
to deal with this step of the pipeline.

Figure 2 (left) is taken from the front-end of our proto-
type, which is a plug-in for the open-source geographic in-
formation system QGIS.3 The tool presents the computed
matching, with each assignment colour-coded according to
its sensitivity. In addition, it automatically presents areas
of the map that the algorithm is most unsure about and
asks the user for confirmation. The user’s confirmation or
correction can then be taken into account for a new run of
the algorithm. Note that the three red assignments (top
centre) are indeed unclear: the two alternatives presented
in the right part of the figure could be correct assignment
as well. Purely from the image it is unclear which map ele-
ments should be matched, so a user with domain knowledge
must get involved.

Our contribution here in terms of user interaction has been
the automatic detection of parts of the map that need in-
teraction. This allows users to only inspect critical parts
of the computed assignment, therby saving time and effort.
Future work includes designing a proper user interface for
our prototype and extending its approach to other tasks in
the digitisation pipeline.

4. OUTLOOK AND FUTURE WORK
In this paper, we have sketched a modular pipeline for the

extraction of metadata from historical maps. For the prob-
lems of two of these modules, we have presented solutions
that are based on proper mathematical modeling and that
combine efficient algorithms with smart user interaction.

In future work, we will investigate the open research ques-
tions posted in the introduction and use our findings to de-
velop solutions for the remaining modules in the pipeline.
This also includes linking the the two existing two modules
by clustering detected characters into text labels.

In particular, we are interested in developing proper crowd-
sourcing applications, e.g. for the classification task explained
in Section 3.1. More broadly, we want to identify other sub-
tasks in the pipeline that are suitable for crowdsourcing and
mobile applications. In this context, quality assurance is

3http://www.qgis.org/

also an important topic: How can we evaluate (and ensure)
the quality of information gathered from crowdsourcing?

Future work also includes further integration of our system
into the Würzburg University Library digitisation workflow,
which will enable more extensive evaluation. Our ultimate
goal with this system is to drastically reduce the amount of
time needed to georeference historical maps.
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